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ABSTRACT
Sound zone technology allows multiple simultaneous sound experiences for multiple people in the same room without interference.
However, given the inherent invisible and intangible nature of
sound zones, it is unclear how to communicate the position and
size of sound zones to users. This paper compares two visualisation
techniques; absolute visualisation, relational visualisation, as well
as a baseline condition without visualisations. In a within-subject
experiment (N = 33), we evaluated these techniques for e�ectiveness and e�ciency across four representative tasks. Our �ndings
show that the absolute and relational visualisation techniques increase e�ectiveness in multi-user tasks but not in single-user tasks.
The e�ciency for all tasks was improved using visualisations. We
discuss the potential of visualisations for sound zones and highlight
future research opportunities for sound zone interaction.
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INTRODUCTION

Sound and music have a long history in HCI research, with early
work investigating the use of sound to present information [5, 6],
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followed by the coupling of auditory stimuli to user interfaces [7–9],
and more recently an increasing focus on sound and user experiences [37, 38]. As an illustrative example, Brewster et al. describe
in their seminal work how short sounds in a user interface are
e�ective for communicating information [9]. In recent years, we
have seen an increase in research concerning the lack of tangibility
and unexplored spatial characteristics of sound, for example utilising users’ prior experiences with balls as a metaphor for music
creation [13], enabling mid-air gestural interaction with virtual
sound sources [40], or providing interaction with music through a
tangible desktop interface [32]. Haas et al. coined the term ‘Personal
Soundscape Curation’ [24] to describe how people alter their audio
experiences by using various technologies to achieve what can also
be regarded as personal sound [15].
Today, people can experience personal sound by either being
physically separated from others or using modern headphones [23]
(e.g., with active noise cancellation). Headphones inhibit social interaction while worn [24, 36], and listening is restricted to a single
user at a time. Sound zones are a novel technology within sound and
acoustics research [28, 42, 43], that in recent years have reached
a level of maturity where it can be used outside of laboratories,
and be experienced by the general public. Advanced acoustic �ltering on large speaker arrays (i.e., soundbars) can now produce
multiple co-existing sounds within the same physical space without
interference. This allows for several co-located personal sound experiences [3], while still supporting social interaction both within
and between sound zones as compared to headphones. As an example, in a household, one person may listen to music at the dining
table while another watches television in the couch area (see Figure 1). Such a setup would traditionally create an environment
with overlapping sounds, resulting in a chaotic experience for both
parties. In the given example, due to the capabilities of sound zone
technology, neither person can hear the sounds from other sound
zones and will therefore have no way of knowing what sounds
are playing, how many zones are present, the size of each zone, or
where they are located, as sound zones are inherently invisible and
intangible [34]. This also holds for any person entering the room,
in which case they would have no representation of the zones and
how or where to join one assuming little to no sound is leaked from
the sound zones into the rest of the room.
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2.1

Figure 1: Illustration of two people sharing a space each with
their own sound zone.
While we have seen technical advances, we still lack research
on how people can interact with sound zones. Many aspects of understanding and controlling these sound zones remain challenging
due to the inherent imperceptibility. Activities related to how we
experience music will not change due to sound zones, including
listening and sharing musical experiences through many media
devices. However, the way users experience sound and perceive
the way sound behaves will inevitably be a�ected when several
listening experiences can co-exist in the same physical space without interference. This state of unknowing, lack of feedback, and
unconventional sound behaviour necessitates utilising other senses
of the listeners in order to provide them with an understanding and
control over their personal sound experience.
In this paper, we explore the e�ect of visualisations of the spatial
characteristics of sound zones. To do so, we design two alternative visualisations and assess their qualities in a user study. Our
design requirement builds on the need to respect the listener’s main
activity using the sound zones, so that the social gathering, the
watching of a movie, or the enjoyment of a musical piece is not
obtruded by the visualisations. To that end, we apply what Weiser
and Brown termed as the ‘periphery’ [58], de�ned as “what we
are attuned to without attending to explicitly”. Awareness of sound
zones’ state and spatial characteristics should be immediately obtainable whenever the user wants to attune themselves to a sound
zone. Simultaneously, a system should not take the focus away
from the main activity. Through a controlled experiment, we show
that our visualisation techniques resulted in increased accuracy and
e�ciency particularly for multi-user tasks. Our results did not show
signi�cant di�erences between the two visualisation techniques,
highlighting that less obtrusive visualisation techniques can serve
the purpose of visualising sound zones. Based on these results, we
o�er four recommendations for designing visualisations of sound
zones.

2

RELATED WORK

Below, we review state of art regarding sound and HCI, sound zone
systems and interaction, including the technological implementations and current research on interaction design for sound zones,
as well as peripheral and spatial visualisations.

Sound and HCI

From interface feedback [7, 21], to modulated personal sound for encoding information [17], to notifying users of events on a plethora
of devices, sound has played an important role within HCI research.
This research has traditionally focused on the design of sound
as feedback, such as clicking sounds in touch interfaces, rather
than focused on interaction with sound [23]. In the latter case,
research is mainly driven by challenges in music production and
mixing [13, 40, 41]. In another direction, Franinovic and Salter propose to extend the area of sonic interaction design to also include
interactions in physical environments [20]. They point out that,
given its spatiotemporal qualities, sound is di�erent from other
sensing modalities and therefore leads to experiences that are dependent on users’ situatedness in a physical environment. Within
this perspective on interaction with sound, Haas et al. showed
that what users select as audio equipment for sound mediation
directly a�ects the way they interact with other people [24]. McGill
et al. investigated audio equipment with varying degrees of acoustic transparency, in which the acoustic transparency may provide
improved awareness, presence of reality and safety in public environments compared to opaque headsets [38]. Similarly, Johansen
et al. compared experiences of di�erent speaker and headphone
technologies for social and individual interaction [31].

2.2

Sound Zones

A sound zone is a de�ned region of physical space in which a sound
is reproduced while reducing the level of the same sound elsewhere
to the point where it becomes inaudible in the surroundings of the
sound zone [15]. The vision of sound zone technology is to provide multiple users with personal sound zones in the same space
with minimal interference [3]. As such, sound zone technology
holds a potential for personal listening without using headphones.
The concept was initially demonstrated at the Illinois Institute of
Technology in 1967 [3] but has gained increasing attention within
sound engineering and acoustics research over the past two decades.
One example of an implementation is Microsoft’s “Personal Audio Space” [39] that used an array of speakers to direct a sound
towards a user and having bystanders receive a reduced volume.
This demonstrated how one sound zone can be created. For multiple sound zones, one method is acoustic contrast control in which
zones can be distinguished as acoustically bright (the sound zone)
and acoustically dark (the quiet zone). This is done by maximising a sound within a de�ned area and constraining it everywhere
else [10, 12]. The research of personal sound has been further extended in applications for car cabins [11], outdoor concerts [27],
o�ce spaces [3], and envisioned even for small mobile devices [16].
Technologically, there are still limitations to the acoustic contrast
achievable in physical setups, especially for environments with
many re�ective surfaces such as homes. For this paper, we control this limitation by conducting our experiments in a room with
low reverberation, whereas other approaches, such as perceptual
masking, may lower the interference [33, 50].
Sound zone systems can be framed as an intervention into a
person’s soundscape since the sound zone is experienced together
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interactive through embodied audio-visual interaction at the �oor
level of suburban areas [26].

3

Figure 2: Illustration of the study’s two visualisation techniques. In the absolute visualisation, a circle is projected on
the room’s ceiling. In the relational visualisation, a wide horizontal screen lights up in correspondence to the sound zone.
with all other present sounds [34]. Lundgaard & Nielsen [29] conducted a design ethnographic study resulting in a framework of
use situations for sound zones. They highlight how di�erent situations result in di�erent conceptions of what a sound zone is and,
resulting from that, which aspects of the sound zone users want to
control. As sound zone technology is showing promising advances,
there is potential in exploring concrete interaction designs now. As
a �rst step for this, Lundgaard et al. identify eight challenges for
interaction design for sound zones [34]. The eight challenges encompass the invisible and intangible nature of sound zones as well
as human considerations and users’ mental models. The authors
conducted a theoretical exploration of four di�erent interaction
design approaches to solve these challenges, including tangible
representations, light projections, familiar objects, and handheld
devices based on design workshops [30].

2.3

The Periphery and Spatial Visualisations

The ‘periphery’, coined and popularised by Weiser and Brown [58],
prescribes a cognitive relationship between technology and users.
In which, technology may take an attentively withdrawn role from
the main activity that the user performs. Whenever required, the
focus on the periphery technology can be shifted into the center of
attention and back, i.e. allowing attuning to multiple things, than
if all were at the center of attention simultaneously. Importantly,
technologies in the periphery, should not be viewed as any less
signi�cant as the main activity, but technology that the user can
perceive and control by necessity [58]. Within the context of ambient displays, research has provided visualisations separated from
the primary interaction display that serves in a secondary and assisting role [55], which is not directly related to the main activity.
Vogel and Balakrishnan’s work on interactive ambient displays,
resulted in a framework for four di�erent interaction phases [56],
ambient display, implicit interaction, subtle interaction, and personal
interaction. In relation to our paper, we primarily concern ourselves
with the �rst three phases for two reasons. First, we are interested
in situating the visualisations and interaction in the periphery, and
second, our visualisations are not the the main activity of the interaction. Within public displays, Beyer et al. showed how di�erent
shapes can be used for guiding users to an optimal interaction position in the area around a wide interactive banner display [4]. For
large media facades, Hespanhol et al. presented large-scale interactive light and music intervention, where the facades were made

SOUND ZONE VISUALISATION TECHNIQUES

Our goals in designing visualisations for sound zones are two-fold.
First, we wish to inform the listener of the current state and spatial
characteristics (i.e., size and position) of the active sound zones
in their vicinity. Revealing these characteristics from the invisible
domain will allow listeners to perceive the behaviour and state of
the otherwise invisible sound zones. Second, to reduce the potential
distraction caused by the sound zone visualisations, we propose
two visualisations as di�erentiated by their level of obtrusiveness
on the environment. We particularly wanted to avoid visualisation
techniques that would require the user to be holding a separate
device. While it may be a straightforward idea to implement a
mobile application, it consequently prohibits people from having
their hands free and introduces the necessity for users to carry with
them their smartphones at all times. Our approach is to explore
the design space for sound zone feedback by creating distinctly
di�erent visualisation techniques.
We present two di�erent visualisation techniques for periphery sound zone feedback, each fully implemented in a functional
prototypes. We outline our hypotheses for evaluating the two visualisation techniques.

3.1

Absolute Visualisation Technique

The absolute visualisation technique provides direct feedback on
the position and size of the sound zone by projecting a circle that
mimics the sound zone’s current con�guration. We indicate the
size of the sound zone through the size of the circle, which can be
moved on two axes to indicate the sound zone position. Through
this technique, sound zones are visualised on horizontal planes
within the con�ned space in which they are active through the use
of projectors. By using either the plane of the ceiling or �oor, it
provides a direct mapping of the sound zones’ position and size
(see Figure 2 and 3). In contrast to visualisations for public displays
(e.g., [26, 55]), we do not expect the typical context for sound zones
to have ample open �oor space, as it is likely for a room to be �lled
with various furniture. Therefore, we decided to use the ceiling as
the projection area in our study.
Prototype. Our implementation is inspired by other works within
HCI involving interactive �oors (e.g., [1, 49, 53])). We use a shortthrow projector with a full HD resolution (1920x1080) for the absolute visualisation prototype. The projector, an EPSON EB-685Wi,
is connected to a laptop running a browser window with visualisations of sound zones. Through the use of web sockets (socketIO
library [54]), we connect to a centralised local server (NodeJS [44])
which continuously reads the current state of the sound zone.

3.2

Relational Visualisation Technique

The relational visualisation technique visualises sound zones by
moving and adjusting a rectangular-based shapes across an ultrawide display (inspired by e.g., [14, 22, 45, 52]) positioned directly
above or below the soundbar (Figure 2). The goal of the relational
technique is to provide a less obtrusive experience by anchoring the
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Figure 3: Behaviour of the absolute and relational visualisation techniques across di�erent sound zone positions and sizes.
visualisation to the soundbar. In contrast to the absolute technique,
the relational visualisation technique provides a mapping from the
display out towards the listener from the soundbar. I.e., when the
sound zone is positioned at the far left of the listening area, a shape
is shown at the far left of the display. Correspondingly, the size
of the sound zone is mapped to the width of the visualisation (see
Figure 3).
Prototype. The relational visualisation prototype is created by combining 20 display devices, constituting a two-meter (6.6 feet) wide
combined display. Each display device module consists of a Raspberry PI 3b+ [47] and a 4” Pimoroni HyperPixel display [46]. The
HyperPixel display is an IPS display with a resolution of 800x480
and a large viewing angle. With 20 individual display devices connected, the system forms one single high-resolution display with
an aspect ratio of 25:1 and a resolution of 16000x480 pixels. All
display devices run a browser window that displays the sound zone
visualisations. All individual displays are connected through web
sockets (socketIO library [54]) which are individually controlled
through a centralised local server (NodeJS [44]).

3.3

Hypotheses

Below, we outline the hypotheses for the experiment. First, we investigate the e�ect that visualisations have on sound zone interaction.
Second, we assess our assumption that the absolute visualisation,
in which sound zone size and position map directly with the visualisation, will outperform the relational visualisation, which relies
on an indirect mapping that results in a less obtrusive experience.
Therefore, we measure the end-user performance as a result of
accuracy and e�ciency:
• H1a: Visualisation of a sound zone will result in more accurate user positioning
• H1b: Absolute visualisation of a sound zone will result in
more accurate user positioning compared to relational visualisation
• H2a: Visualisation of a sound zone will result in faster user
positioning
• H2b: Absolute visualisation of a sound zone will result in
faster user positioning compared to relational visualisation

4

METHOD

In this paper, we compare the two distinct visualisation techniques
for sound zones in terms of their ability to support end-users in
perceiving the position and size of sound zones. We present a withinsubjects repeated measures experimental design (i.e., all participants
test all conditions), with visualisation technique as the independent variable with three levels: 1) No visualisation (baseline), 2)
Relational visualisation, and 3) Absolute visualisation. To ensure
the external validity of the evaluation, participants performed four
di�erent tasks per condition—each of which resembles a real-life
usage scenario. In these tasks, participants either move themselves
in order to position themselves within a sound zone or adjust the
sound zones to correspond to a target position. We �rst discuss the
study apparatus, after which we outline the detailed study procedure and data collection method.

4.1

Apparatus

The experimental setup consists of four systems; 1) sound zone
system, 2) mobile application and back-end, 3) visualisation prototypes, and 4) position tracking system. We describe each system
below.
Sound zone system. We conducted the experiment at Anonymous
University, which provides a specialised lab for sound zone-related
studies (see Figure 4). The room is 8 by 7 meters, of which the
sound zone system covers 25 square meters as a listening area.
The room is equipped with a state of the art dynamic sound zone
system, and it features a speaker array capable of producing two
concurrent separate sound zones. The speaker array features 59
channels, 14 for the middle range (400-2500Hz) and 45 for the treble
range (>2500Hz). The system can create a total separation of greater
than 15db between two active zones with a distance of 110cm (3.6
feet), where a higher sound separation can be attained through
a larger distance. For the sake of this visualisation experiment,
we only used one active sound zone. As a controlled variable, the
same 60 second clip of a musical track played on repeat. We used
a mannequin doll as the secondary user in the tasks (described in
Section 4.3). We divided the listening area into ten sections (each
50cm in width), each marked with a letter. We used these letters as
position markings to control the positioning of the participant and
mannequin doll in the tasks.

Peripheral Absolute and Relational Visualisation Techniques for Sound Zones
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Figure 4: A) Top-view illustration of the sound zone lab with the two prototypes. B and C) Evaluation setup at (anonymous)
University, consisting of 1) Sound zone speaker array, 2) Relational visualisation prototype, 3) Listening area covered by the
system, 4) Projector for absolute visualisation technique, 5) Projection canvas, 6) Mannequin doll, as stand-in user, 7) Test
participant and 8) Visualisation from absolute visualisation technique.
Mobile application and back-end. We developed a progressive web
application for facilitating the progress of the experiment. The
mobile application provides the participants with instructions for
each task, and allows the participants to control the sound zones
through a straightforward button interface (see Figure 5), and collects data (e.g., task completion time). The app was developed with
ReactJS [48] and runs on an iPhone 11 Pro.
Visualisation Prototypes. We positioned the relational visualisation
prototype with a gap of 25cm above the speaker array and calibrated
it so that a visualisation on the far right of the display would account
for a sound zone positioned on the far right in the listening area,
and vice versa. The absolute visualisation technique projector was
positioned at the back wall of the lab, and the entire projection area
was calibrated by mapping it to the listening area.
Position Tracking System. In order to track participants’ positions,
we used an ultra-sound based position tracking system. We mounted
six satellites on the ceiling of the sound zone lab in a staggered
grid. This provides robust coverage of the sound zone listening
area. Each of the participants wore an ultrasound emitter, centred
on the top of their head which is then continuously tracked by
the satellites at an update rate of 100ms. This provides a precise
measurement of the participants’ x and y positions in the listening
area.

Figure 5: The mobile application used by the participants for
moving the position and altering the size of the sound zone.

4.2

Procedure

The experiment is conducted as a within-subjects repeated measures experiment with visualisation technique as the independent
variable, consisting of three levels; baseline (no visualisation), relational visualisation, and absolute visualisation. Each condition
was applied with a Latin square design to counterbalance learning
e�ects and fatigue, and each task was randomised in every condition with a Fisher-Yates shu�e [18] implemented in JavaScript.
To ensure comparability between participants we adhered to the
following procedure for each session, as illustrated in Figure 6 and
approved by the University’s ethics board.

Figure 6: Systematic overview of study protocol.
(1) Introduction. Before starting the experiment, we described
the general context and purpose of the study to the participant. Each participant �lled out a demographic questionnaire. Afterwards, the participants were given 30 seconds
to familiarise themselves with each of the visualisation and
the mobile app. During this time, they could manipulate the
two visualisation prototypes and one sound zone to become
familiar with both the mobile app and how a sound zone
is experienced. Following the familiarisation process, the
mobile app presented the description of the �rst task.
(2) Experiment. The main part of the experiment is completing
four individual tasks (detailed below), each of which is repeated twice per condition (totalling 24 tasks across the three
conditions). At the end of each condition, we conducted a
short interview in which we asked the participant to describe
their experiences, the strategies they used for solving the
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Figure 7: Overview of the four tasks participants were asked to complete.
tasks, and challenges they encountered in completing the
tasks.
(3) Closing. Following each session, we allowed the users to
openly explore with both systems in parallel, to support
the �nal interview comparing all the conditions simultaneously. Finally, we conducted an audiometric hearing test (ISO
8253-1:2010 [19]) with the participant to determine the hearing levels of a participant. This information can determine
whether the participant has no signi�cant hearing impairments [57] in the spectrum of 200Hz to 10kHz and whether
the participant’s hearing abilities are consistent between
ears (i.e., symmetric hearing). We conduct the hearing test
post-experiment for two reasons. First, we did not intend to
use the test as a screening measurement but rather as an indicator in the post-experiment analysis of our data as it may
explain possible aberrations. Second, we did not want the
hearing test result to in�uence the focus and performance
of the participants.

4.3

Tasks

We developed four tasks for the experiment, each of which resembles di�erent use situations of sound zones in a domestic setting.
Although this experiment is highly lab-based and does not resemble
a real-life setting, to improve the transferability of the results to
future use cases we created tasks resembling possible use scenarios
for sound zones. An illustration of the four tasks is shown in Figure 7. Each of the tasks follows a three-step procedure displayed
on the mobile app. Step one introduces the speci�c task at hand
and how to complete it. Step two assigns a speci�c position on
the �oor at which the participant must position themselves prior
to starting. Step three encompasses the actual task, and a sound
zone (combined with a condition-speci�c visualisation) is created
in the room. After �nishing the task, the app automatically starts
from step one in the next task. We next describe the four tasks
all participants were asked to complete and provide an illustrative
overview in Figure 7.
• Joining. Joining refers to the goal of a person to enter an
existing sound zone in their environment. Here, the participants must position themselves in the perceived centre of

the sound zone. This use case resembles situations where a
person wants to join an ongoing listening experience with
others already positioned in the zone (e.g., watching TV).
• Repositioning. Repositioning describes moving and adjusting the size of an existing sound zone onto the participant’s
position. This use case resembles a situation where a user
wants to move a current zone from one position to their own
(e.g., moving it from the sofa area to the dining area).
• Including. Including signi�es moving and adjusting the size
of an existing sound zone onto the participant’s position and
the position of a mannequin doll concurrently. This use case
resembles how people wish to extend a listening activity
to other people in the environment, e.g., sharing a music
listening experience.
• Providing. Providing refers to the act of moving and adjusting the size of an existing sound zone onto the position of a
mannequin doll. This use case resembles a situation where a
user provides a sound zone for another person, e.g., a parent
providing a child with a secluded sound zone with a soothing
music track.
We randomised the starting position of the participant, sound
zone, and mannequin doll for each task, with the only criterion that
a zone must not be placed closer than 100cm from either the participant or mannequin doll. This ensured that a minimal manipulation
of the sound zone during the tasks would take place.
We collected two categories of data, task performance data and
data concerning interactions with the mobile application. The task
performance-related variables collected are 1) positioning accuracy
of the zone and target location, 2) successful completion of the task,
and 3) time spent completing the task. The interaction data consists
of data that describes how the user manipulated the sound zone
changes in position, and changes in the sound zone’s size.

5

RESULTS

We now report the results from our experiment, in which we compared three conditions; no visualisation, absolute visualisation, and
relational visualisation. A total of 33 participants (24 male, 9 female) took part in the experiment, with ages ranging between 14

Peripheral Absolute and Relational Visualisation Techniques for Sound Zones

No vis.

Relational

Absolute

Joining
Repositioning
Including
Providing

44
47
40
20

41
49
48
44

54
56
44
46

Total

151/257
(58.7%)

182/256
(71.1%)

200/261
(76.6%)

Table 1: Success rates in task completion, as split by task and
condition. The slight di�erence in total tasks for each of the
conditions stems from cleaning up faulty entries.

and 60 years (M = 28.03, SD = 7.35). Participants were recruited
through advertisements on social media and word of mouth. All
participants owned and used a smartphone daily. A total of 18 tasks
were removed from the data set, as they introduced faulty tracking
sensor data, resulting in a remaining total of 774 tasks (out of a
theoretical maximum of 792 (93.9%)). We recorded a total of 21300
interactions with the mobile application (M = 890.67), of which
17274 for adjusting the position and 4026 for altering the size of
the sound zone. The results of our hearing test indicate that 28
out of the 33 participants had no hearing loss, four participants
had a slight hearing loss on both ears, and one participant had
slight hearing loss on one ear. None of the participants had severe
hearing loss, and thereby we do not exclude any participants from
our sample.
We �rst report on how successful participants were in solving
the given tasks. We determine success by calculating for each task
whether the sound zone covers the targeted area. For the joining
task, we assess whether the participant’s tracked position is within
the sound zone covered area that the participant moves to. For the
repositioning task, we assess whether the sound zone covers the
participant’s position. For the including task, we calculate from the
centre of the sound zone and assess whether the width of the sound
zone covers both the participant and the doll. Finally, for the providing task, we assess whether the sound zone covers the position
of the doll. In total, participants were successful in completing 533
out of the total of 774 tasks. In Table 1, we present the results from
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each of the tasks per condition. The slight di�erence in total tasks
for each of the conditions is a result of the entries we removed
due to faulty tracking data. For the three conditions, participants
were least successful without visualisations, and most successful
with absolute visualisation. It should be noted that these reported
numbers only pertain to whether the task was successful or not,
which is why we construct two models to investigate the predictive
possibilities of the factors for accuracy and e�ciency.

5.1

Model Construction

To test our hypotheses concerning; accuracy (Hypothesis 1) and
time spent (Hypothesis 2) we constructed two generalised linear
mixed models. We started our model construction with a total of
15 possible predictive variables and continued a model selection
through incremental removal of variables based on their predictive
power and Akaike information criterion (AIC). Our �nal predictor
selection resulted in a total of eight predictive variables for each
model. We included participant ID as a random e�ect in both models
to account for individual di�erences between participants. Models
were constructed and evaluated using the R package lme4 [2]. We
present the outcome and predictor variables included in the models
in Table 2.

5.2

Participant Accuracy

We �rst present the accuracy-model, in which we assess the e�ect
of the aforementioned predictors on participant accuracy. We used
a likelihood ratio test for comparing our model to the null model,
which shows that our logistic regression model is statistically signi�cant (j 2 (16) = 220.28, p < .001). Our model explains 25.9% of the
variance in the accuracy assessment (R = 0.51, R2 = 0.26). We tested
for the existence of multicollinearity among the model’s parameters
and found a variation in�ation factor (VIF) between 1.06 and 8.3 for
our predictors. These values are all below the often used threshold
of ten to detect multicollinearity [25], indicating the validity of the
model.
We now discuss the identi�ed e�ects of the model’s predictors
in more detail. We �rst present the main e�ects of the conditions
and tasks. The model outcomes are summarised in Table 3, with
the main e�ects of task, the number of taps, time spent, and zone

Variable

Description

Accuracy*
Time spent*

The absolute distance (in centimeters) between the center of the sound zone compared to the target position
Time duration (in seconds) used for each task

Condition
Task
Number of interactions
Zone size
Gender
Age

The three conditions (no visualisation, relational, and absolute)
The four di�erent tasks performed (joining, repositioning, including, and providing)
The number of interactions that the user performed to complete a task (changing position and size)
The size (width in cm) of the zone at the time of completing a task
Self-identi�ed gender of the participant (male and female in our sample)
Participant’s age

Participant ID

The unique identi�er of the participant (used as random factor)

Table 2: Overview of the variables used in the two models. Accuracy and Time spent are the outcome variables for each of the
two respective models. Accuracy is used as a predictor for the time spent model, and time is likewise used as a predictor for the
accuracy model.
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Predictor

Coe�cient

Condition (Relational)
Condition (Absolute)
Task (Repositioning)
Task (Including)
Task (Providing)
Number of interactions
Time spent
Zone size
Gender (male)
Age
Condition (Relational) : Task (Repositioning)
Condition (Absolute) : Task (Repositioning)
Condition (Relational) : Task (Including)
Condition (Absolute) : Task (Including)
Condition (Relational) : Task (Providing)
Condition (Absolute) : Task (Providing)

1.29
0.58
2.79
2.99
10.54
-4.96
2.46
7.17
-1.28
-0.82
-0.11
-1.26
-3.29
-3.51
-6.64
-5.95

(6.09)
(6.8)
(6.80)**
(7.78)**
(6.84)***
(0.10)***
(0.17)*
(0.013)***
(3.3)
(0.2)
(8.36)
(8.29)
(8.35)**
(8.40)***
(8.34)***
(8.35)***

Table 3: Generalised linear model of participants’ accuracy.
For each predictor we report coe�cients, standard errors (in
brackets), and signi�cance indicators.
***p < 0.001, **p < 0.01, *p < 0.05

size as the signi�cant predictors. We furthermore �nd signi�cant
interaction e�ects between condition and tasks.
We visualise the main e�ects of Condition, Task, and the interaction e�ect between these two variables in Figure 8. Figure 8-A
shows that there is no signi�cant predictive e�ect between the
three conditions on participant accuracy. When looking at the main
e�ects for tasks, we �nd that the tasks of repositioning, including,
and providing result in signi�cantly worse accuracy as compared
to the joining task (see Figure 8-B). This shows that users were less
accurate in moving the zone to their position, including the doll
with them in a zone, and providing the zone only to the doll. In
particular, there is a pronounced deterioration in performance for

the providing task, meaning that multi-user tasks where the controlling user of the sound zone is not the recipient results in a lower
accuracy in the positioning of the sound zone. We furthermore
�nd interaction e�ects between condition and task (see Figure 8C). This interaction e�ect shows that participant accuracy drops
signi�cantly in multi-user tasks when no visualisation technique
is present, with both the relational and the absolute visualisation
technique outperforming the baseline condition.
As seen in Table 3, our accuracy model highlights three additional
signi�cant main e�ects. First, tasks completed with a higher number
of interactions resulted in higher accuracy. Second, the more time
spent on a task resulted in lower overall accuracy. Third, the zone
size is a signi�cant predictor, where the model shows that a larger
zone results in decreased accuracy of the created sound zone. This
can be explained by the fact that participants may have heard some
sound emerge at the ‘edge’ of a large sound zone, without being
centrally positioned inside the zone.

5.3

Participant E�ciency

We next present the time spent-model, through which we evaluate the e�ect of the aforementioned predictors on time spent on
task completion. We used a likelihood ratio test to compare our
model to the null model and �nd that our a statistically signi�cant improvement (j 2 (16) = 643.86, p < .001). Our model explains
64.4% of the variance in time spent on task completion (R = 0.8,
R2 = 0.64). To ensure the validity of the model, we assessed the
existence of multicollinearity among the model’s parameters. We
found a variation in�ation factor (VIF) of our parameters between
1.01 and 8.6, all below the often used threshold of ten to detect
multicollinearity [25].
We discuss the signi�cant predictors identi�ed in our time spent
model in more detail. We �rst present the main e�ects of the conditions and tasks. The model outcomes are summarised in Table 4,
with the main e�ects of the condition, task, the number of interactions, and gender as the signi�cant predictors, as well as a number
of interaction e�ects between condition and task.
We visualise the main e�ects of Condition and Task, as well as
the interaction e�ect between Condition and Task in Figure 9. As

Figure 8: Visualisation of the main and interactions e�ects of condition and task of our linear model (Table 3), using gge�ects [35].
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Predictor

Coe�cient

Condition (Relational)
Condition (Absolute)
Task (Repositioning)
Task (Including)
Task (Providing)
Accuracy
Number of interactions
Zone size
Gender (male)
Age
Condition (Relational) : Task (Repositioning)
Condition (Absolute) : Task (Repositioning)
Condition (Relational) : Task (Including)
Condition (Absolute) : Task (Including)
Condition (Relational) : Task (Providing)
Condition (Absolute) : Task (Providing)

-3.31
-4.72
-6.21
-3.38
-4.18
2.62
22.20
-1.10
-2.36
-0.93
1.01
1.69
2.16
2.22
0.60
0.64

(1.19)***
(1.17)***
(1.32)***
(1.56)***
(1.44)***
(0.01)**
(0.02)***
(0.00)
(1.61)*
(0.09)
(1.64)
(1.65)·
(1.65)*
(1.66)*
(1.69)
(1.68)

Table 4: Generalised linear model of participants’ completion time. For each predictor we report coe�cients, standard
errors (in brackets), and signi�cance indicators.
***p < 0.001, **p < 0.01, *p < 0.05
shown in Figure 9-A, the introduction of a visualisation signi�cantly reduces the time required for completing the tasks. Figure
9-B highlights a signi�cant di�erence between the tasks performed,
where the joining task takes signi�cantly more time to perform
than the three other tasks, thereby indicating that task where the
participants move themselves rather than the sound zone is more
time-consuming. Finally, we highlight the interaction e�ects in Figure 9-C, which generally show the same pattern between conditions
across the tasks, with task completion time increasing more quickly
for the No visualisation condition in the Joining and Providing task.
As seen in Table 4, our e�ciency model highlights three additional signi�cant main e�ects. First, tasks completed with a larger
deviation from the centre of the sound zone had a longer completion time. Second, tasks in which participants required more
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interactions to complete the task had a longer completion time.
These two e�ects might indicate that participants that struggled
in their interaction took longer to complete the tasks. Third, we
�nd that men were signi�cantly faster in completing the tasks as
compared to women.

5.4

Strategies for Interacting with Sound Zones

We now provide insights into the strategies for sound zone interaction discovered through the interviews conducted after each
condition and at the end of the experiment. The participants explained di�erent strategies they used to perform the tasks in the
experiment. A large part of the participants explained how that
without any visualisation, it was very di�cult to get an initial understanding of the position of the sound zone. Here the problem
was described as “When the task starts I can sort of sense there is
a sound in the room, but I have no idea where it is, so I basically
follow a trial and error approach” [p17]. For multi-user tasks without visualisation, over half the participants stated that if they did
not care about how large the sound zone was, they would simply
increase the size so that they were certain that the doll was covered (including-task and providing-task). When comparing between
the two visualisation techniques, our participants were divided between the relational and absolute visualisation techniques. Where
the relational technique was described as less disturbing, more ergonomically pleasant, however slightly more di�cult to understand
without training, expressed as: “It seems really natural just to have a
glance at the display, but it was di�cult to map out exactly where the
display showed the sound zone was” [p9]. The absolute technique
was valued as a more accurate representation of a sound zone, as
it covered the entire listening area, but close to all participants expressed how they felt that for solving a task it was well suited, but
that they would not have it as part of their homes, although public
spaces could be more appropriate for a larger scale visualisation
as the absolute technique. Finally, almost all participants reported
how they used their ears for the �nal part of the tasks when they
aimed at the highest level of accuracy. This was evident in how the
visualisations helped participants to quickly gain an overview of

Figure 9: Visualisation of the main and interactions e�ects of condition and task of our linear model (Table 4), using gge�ects [35].
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where the sound zone was in the listening area and, depending on
the task, either moved the zone or themselves towards the target
area. This strategy was impossible and increased task di�culty
without the aid of the visualisations.

6

DISCUSSION

In this paper, we have presented the design and implementation of
two visualisation techniques for sound zone interaction. We conducted a controlled lab experiment with four representative tasks
in which we compared three conditions: a baseline with no visualisation, an absolute visualisation, and a relative visualisation. We
now interpret our results by revisiting our hypotheses for the experiment and distilling lessons learned for sound zone visualisation
and interaction.
Our �ndings support Hypothesis 1a, which states that visualising
sound zones will result in more accurate sound zone positioning.
First, we found that participants were more successful in accomplishing the given tasks (i.e., the sound zone covered the area of
the listener(s)). Second, our results show that participants were
more accurate in their positioning of sound zones in multi-user
scenarios (i.e., task 3 and 4) with visualisations. In these multi-user
scenarios, users were less successful in providing a sound zone to
another user without the use of visualisations. This highlights that
the complexity of sound zone interaction increases substantially
when more than one user is involved. A surprising predictor in
our experiment is the size of the sound zone, with larger sound
zones resulting in less accuracy. This can be attributed to one of
the identi�ed interaction strategies, in which the participant would
increase the size of the sound zone to ensure the inclusion of both
the doll and themselves. This is especially relevant as one of the
motivations of sound zones is to provide personal listening experiences without interrupting others. The result of making the sound
zone larger would diminish the opportunity for personal listening
experiences. The use of visualisations could prevent users from
widening the sound zones beyond what is necessary for individual
users, thereby avoiding interference with others. We found no support for Hypothesis 1b, with no di�erences emerging between the
two visualisation techniques in terms of positioning accuracy.
We �nd similar results in terms of task e�ciency. Hypothesis 2a,
which states that the visualisation of a sound zone will result in
faster positioning, is supported. Both visualisation techniques have
a large positive e�ect on task completion time as compared to the no
visualisation condition. Our interviews revealed that participants
considered it easier to determine the position of a sound zone with
a visualisation. Similar to the accuracy model, we did not observe
any di�erences between providing the participants with either the
relational or the absolute visualisation technique – thereby not
supporting Hypothesis 2b.

6.1

Sound Zone Visualisations

As outlined by prior research, sound zones are invisible and intangible, which makes them challenging for users to perceive and
interact with [34]. This necessitates giving users techniques for
interacting with sound zone technology. In this paper, we explored
visualisations as a method for communicating the position and
size of a sound zone. As sound zones are an emerging and novel
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technology for personal sound creation, research on sound zone
interaction is still scarce. We based our research on established
work on technology that resides in the periphery [58], which allows
users to actively move di�erent kinds of technologies into the centre of their attention and back. As such, we believe that sound zone
visualisation should only be used in situations whenever users need
to attune themselves to a sound zone and subsequently disappear.
Therefore, the visualisations should be seen as a supplement to
enhance the interaction experience rather than as part of the main
activity of listening. In the experiment, we directly investigated
the functionality for users to attune to sound zones. We hope that
future work will explore how visualisation techniques can support
user interaction in situ.
The relational visualisation technique was designed to provide
similar opportunities to the absolute technique in terms of communicating the spatial characteristics of an interaction space. Our
results show that both the e�ectiveness and e�ciency of the relational technique matches that of the absolute technique, which
can be transferred into other strands of research within HCI. An
inherent quality of the relational technique is that it requires less
space and can inform users of their surroundings at lower levels of
obtrusiveness. As such, our results could inform the design of e.g.
public and ambient displays that aim to guide users to a designated
area for interaction [55]. Particularly, we envision that large public
displays can utilise the relational technique in order to position
users in front of the interaction area without taking over the content
that is shown on the primary display [4].
Our use of visualisations for communicating sound zone con�gurations excludes those with visual impairments. Therefore, the
future development of multi-modal communication techniques in
sound zone interaction is a critical opportunity for the HCI community. Prior work on situational impairments highlights that improved accessibility for impaired users can bene�t all users [51].

6.2

Supporting Sound Zone Interaction

Within HCI, we have seen a trend of going from sound used to
enhance interface experiences (e.g. [7–9, 21]) towards considering
sound and music as objects for interaction [13, 32, 40]. Where prior
work studied particular qualities of sound or interaction modalities,
sound zones transcends into the ‘behaviour’ of sound in a con�ned
space and how users may perceive and experience this modality [34].
Our results show that, without visualisations, this novel way of
experiencing personal sound [15] proves challenging to understand
and comprehend when a sound zone is active but not hearable in
the vicinity of the user.
Sound zones pose promising prospects in private, professional,
and public environments. The use of visualisation techniques may
be helpful on di�erent levels of interaction, as depending on the
context. For instance, the absolute visualisation technique may be
preferred over the relational visualisation technique in crowded
spaces, where other listeners may obscure the view (e.g., outdoor
concerts [27] and large o�ce spaces [3]). On the contrary, environments with complex horizontal surfaces not suitable for projections
(e.g., lamps or complex ceiling/�oor architecture), or in situations
where the unobtrusiveness of the visualisation is of importance,
are better served with a relational visualisation. As direction for
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future work, we outline four recommendations and open research
questions for sound zone interaction and visualisation:
(1) Optimise sound zone visualisations as relational or absolute to �t the context of use — Our results show that
both a relational and an absolute visualisation technique
can support users in obtaining information on the spatial
characteristics of sound zones (position and size). For future
research, we propose to investigate the use of these visualisations in more complex use situations outside a lab setting.
As aforementioned, di�erent contexts may require di�erent
visualisations techniques (e.g., large o�ce spaces).
(2) Provide users with visualisations of a sound zone’s
position and size to avoid unnecessarily large sound
zones — Our results indicate that people have a tendency to
oversize the sound zones when lacking visualisations. This
goes directly against the objective of sound zones, as this can
lead to sound spreading to other people than the intentional
listeners and thereby interfering with co-located people’s
chosen soundscape [31]. We recommend investigating how
visualisations may ensure a suitable sound zone size for a
variety of situations.
(3) Utilise visualisations for complex multi-user scenarios
— In our study we used a doll to symbolise multiple people
being present in the same environment. While our results
point to the necessity of having indicative visualisations
when one person is controlling the sound zones, it is necessary to further investigate how multiple users can control
a sound zone system simultaneously, while maintaining a
comprehensible overview of existing zones and their state.
(4) Support users’ hearing senses with other modalities to
control sound zones — Participants in our study used the
strategy of using both their ears and the visualisations to
solve the given tasks, especially in tasks in which the sound
zone should cover only themselves. By providing visual support, sound zone designers can enhance the possibilities for
interaction with this technology.

6.3

Limitations

We recognise several limitations in our work. First, none of our participants were familiar with sound zones due to the novelty of this
technology. This lack of experience in engaging with sound zones
could have easily resulted in a learning e�ect. To o�set some of this
e�ect on our study results, we ensured that all participants familiarised themselves with the sound zone technology and our mobile
app for controlling the sound zone. Further, we counterbalanced the
order of conditions in our study design to ensure that the potential
learning e�ect similarly a�ected all conditions. Second, to ensure
consistency between participants and not decrease the study’s sample size, our participants completed all tasks on their own. The
‘including’ task and the ‘providing’ task, in which participants had
to move the sound zone position to include a second person therefore made use of a mannequin stand-in. As such, we were unable
to study the e�ects of multi-person interaction with sound zones
and highlight this as an opportunity for future work. Third, our
evaluation was based on a careful selection of four representative
tasks (shown in Figure 7). While we believe that these tasks cover
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the primary use cases when interacting with sound zones, real-life
interactions will undoubtedly present additional tasks not covered
in our evaluation. Given the outcome of our results, however, we
believe that the use of visualisations will similarly have a positive
e�ect on task completion time and, in the case of multi-user sound
zones, task accuracy.
In the experiment, we did not de�ne a lower limit as to the size
of the sound zones that the participants could set. This resulted in
lower success rates for each of the conditions, as even though the
sound zone is audible and visible for the participants, the theoretical
size of the zone was not adequate to cover the task’s target position.
Similarly, an important observation is that we have not restricted a
maximum size for the sound zone, which allowed participants to
extend the zones to cover the entire room and thereby complete
the tasks. Both of these study limitations should be accounted for
in future studies by restricting the size of the sound zones.

7

CONCLUSION

Sound zones provide a novel technology with tangible bene�ts for
end-users, but currently lacks clear interaction mechanisms. In this
paper, we have presented two novel techniques to visualise the
state of sound zones, in terms of position and size, to the user. We
conducted a within-subject experiment in which participants were
asked to complete four tasks which resemble real-world interactions
with sound zones. Our results highlight that these visualisation
techniques resulted in increased accuracy as compared to a baseline
condition without visualisations, particularly for multi-user tasks.
Further, we found that the use of visualisation techniques resulted
in reduced task completion times. Our results indicate that the use
of visualisations can support users in interacting with this novel
and inherently invisible and intangible media system. Our results
did not show signi�cant di�erences between the relational and
absolute visualisation techniques, highlighting that less obtrusive
visualisation techniques, e.g. without projecting to a room’s ceiling,
can provide e�ective support. We identify numerous opportunities
for future work in this novel interaction space, particular in relation
to multi-user scenarios and the design of sound zone interactions
across di�erent contexts.
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